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Abstract

BACKGROUND

COVID-19 excess deaths are a standard measure of the effects of COVID on mortality.
They are defined as the difference between actual death counts and the counts that would
have been expected in the absence of the pandemic. One way to identify the full effect of
the COVID pandemic on mortality is to calculate excess deaths over the entire course of
the pandemic and subsequent return to normality. However, existing methods for deriving
expected death counts are not reliable for periods longer than one to two years.

OBJECTIVE

We develop a new model for expected deaths that can be used over periods longer than one
to two years. We apply the model to estimating monthly excess deaths in New Zealand
from February 2020 to December 2025.

METHODS

Building on models originally developed for long-term mortality forecasting, we con-
struct a Bayesian hierarchical model for forecasting expected monthly death counts, dis-
aggregated by age and sex. The model is designed to capture long-term and short-term
shifts in underlying trends and age—sex-specific mortality rates. This flexibility allows
us to fit the model to 22 years of historical data. The model also accommodates sparse,
confidentialized data.
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CONCLUSIONS

The model captures the key features of the data in the years leading up to the pandemic,
lending credibility to the associated estimates of expected and excess deaths. Although
the excess death estimates are subject to considerable uncertainty, they confirm that New
Zealand experienced relatively few excess deaths during the pandemic, and suggest that
by 2025 the country had returned to pre-pandemic mortality trends.

CONTRIBUTION

We build on existing mortality forecasting methods to develop a new Bayesian hierarchi-
cal model. The new model captures complex mortality dynamics, allowing it to forecast
expected deaths, and estimate excess COVID deaths, over periods longer than one to two
years.

1. Introduction

The COVID-19 pandemic officially ended in May 2023 (World Health Organization
2023). Data series on deaths and population are now long enough to allow the longer-
term effects of the pandemic on mortality to be assessed, beyond the immediate crisis and
response. Estimates of this longer-term impact can help inform debates about responses
to the pandemic, such as whether nonpharmaceutical interventions to slow transmission
reduced COVID deaths, or merely postponed them (Flaxman et al. 2020; Brauner et al.
2021; Herby, Jonung, and Hanke 2025). They can also provide evidence of any linger-
ing effects of the pandemic on mortality, including effects on overall levels of mortality,
age—sex differentials, and seasonal patterns. These assessments are required by epidemi-
ologists carrying out disease surveillance (Ngrgaard et al. 2024), for instance, and are re-
quired by actuaries for setting life insurance premiums (Meier, Patkee, and Strange 2024).

The standard measure of the effect of the pandemic on mortality is excess deaths
(Wakefield and Knutson 2024). Excess deaths are the difference between actual death
counts from all causes and the death counts that would have been expected in the absence
of the pandemic. Excess deaths estimates aim to capture both direct and indirect effects
of COVID-19 on mortality: to reflect not only deaths directly caused by COVID, but also
non-COVID deaths attributable to strain on health systems, for instance, or deaths avoided
as a side effect of COVID control measures. Expected death counts are obtained through
forecasting. In settings where detailed and accurate data on deaths and population are
available, which is the setting assumed in this paper, the reliability of estimates of excess
deaths depends entirely on the reliability of the forecasts of expected deaths.

Most published methods for estimating COVID excess deaths are designed for as-
sessing short-term impacts, at an aggregate level, often from limited data. These methods
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are not suitable for a detailed assessment of longer-term impacts. For instance, many
analyses only provide estimates for the population as a whole, with no disaggregation by
age and sex, so that it is not possible to compare excess deaths across demographic groups
(e.g. Blangiardo et al. 2020; Karlinsky and Kobak 2021; Wang et al. 2022; Knutson et al.
2023; Msemburi et al. 2023; Paglino et al. 2023; Mostert et al. 2024; Paglino et al. 2024).
Many analyses use deaths during 2019, or an average of deaths during 2015-2019, as their
measure of expected deaths (Nepomuceno et al. 2022). Given that deaths are trending up-
wards in most countries due to population aging, this approach is clearly unsatisfactory
for longer-term analyses. Moreover, even when studies account for pre-pandemic trends,
they often work directly with death counts, without distinguishing between changes in
the underlying risk of dying and changes in the size and age—sex structure of the popu-
lation at risk (Karlinsky and Kobak 2021). Changes in the size and age—sex structure of
the population over periods of a few years can have a surprisingly large effect on death
counts (Gelman and Auerbach 2016; Plank, Senanayake, and Lyon 2025). Methods that
work directly with death counts are therefore not generally appropriate for estimates of
the longer-term effects of COVID.

Demographers, statisticians, and actuaries have developed sophisticated methods for
forecasting mortality that disaggregate by age and sex, that account for preexisting trends,
and that separate changes in rates from changes in population. For reviews, see Booth and
Tickle (2008), Vaupel, Villavicencio, and Bergeron-Boucher (2021), and Basellini, Ca-
marda, and Booth (2023). These methods are, however, designed for modeling broad
trends over periods measured in decades. Long-term forecasting models typically use
time intervals of one or five years. Intervals of this length do not provide sufficient res-
olution to adequately represent the detailed dynamics of the COVID pandemic, such as
the appearance of a new COVID variant or the start of a vaccination campaign. For this,
intervals of weeks or months are needed. However, increasing temporal resolution intro-
duces new challenges. Seasonal variation in mortality rates becomes visible and needs
to be included within the model. Error terms that assume that departures from trend last
only one period are no longer appropriate and need to be replaced with more complex
structures. Aggregating over shorter periods leads to smaller death counts, which are
subject to greater random variation. Small counts are particularly problematic if data is
confidentialized, as it often is in the analysis of COVID excess deaths.

In this paper we present a Bayesian hierarchical model for forecasting expected
deaths for use in calculating excess deaths that extends existing demographic, statisti-
cal, and actuarial models. Distinctive features of our model include (1) increased tempo-
ral resolution; (2) profiles for age—sex-specific rates that evolve over time; (3) seasonal
effects that vary by age; (4) a time term that includes smooth long-term trends and short-
term departures from these trends; (5) the use of a long fitting period; (6) borrowing
strength across groups to accommodate sparse data; and (7) explicit modeling of the con-
fidentialization process.
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Some previous models used in estimating COVID excess deaths have structures
broadly similar to ours. However, these models focus less on long-term impacts and
omit one or more of the features listed above. Islam et al. (2021), for instance, estimate
weekly excess deaths by age and sex in 21 high-income countries in the year 2020, fitting
a separate model to each combination of age, sex, and country. The separate fitting al-
lows age—sex-country profiles to evolve over time, but it also removes the ability to model
shared trends, which are important for forecasting horizons longer than one year. Henry
et al. (2022) calculate weekly excess deaths for Italian provinces, disaggregated by age
and sex, over a three-month period in 2020, fitting separate models for females and males.
Their model does not allow for time trends, and makes restrictive assumptions about the
forms of interaction between age and time, which is appropriate for a short-term forecast
but not for a long-term one. Wakefield and Knutson (2024) estimate monthly effects by
age, sex, and state in the United States, fitting separate models for each combination of
sex and state. Their models allow for shifts over time in the age—sex profile and include
a seasonal effect. The seasonal effect is, however, constant across age. Moreover, their
models assume a linear trend in overall mortality and do not include any terms represent-
ing sustained departures from this trend. The COVID excess death model developed by
the UK Office for National Statistics (Office for National Statistics 2024), like our model,
disaggregates by age, sex, and time; allows seasonal effects to vary by age (though within
aggregated age groups); and estimates all terms jointly. Unlike our model, however, the
Office for National Statistics model assumes linear time trends for age-specific rates, and
uses a fitting period of five years.

We apply our model to data for New Zealand. New Zealand is a substantively im-
portant case in that it implemented unusually stringent nonpharmaceutical interventions
and experienced some of the world’s lowest rates of COVID mortality. New Zealand
closed its borders and implemented strict quarantine requirements for people arriving
from overseas from March 2020, which, combined with temporary lockdowns, test-trace-
and-isolate policies, and the legal requirement to isolate following a positive COVID-19
test, essentially eliminated community transmission of COVID during most of 2020 and
2021. By late 2021, vaccination rates for COVID-19 had exceeded 90%. New Zealand
abandoned the majority of its nonpharmaceutical interventions shortly after the arrival of
the Omicron variant in early 2022, and fully opened its borders on 1 August 2022, though
mandatory isolation following positive COVID tests continued until August 2023. New
Zealand has figured prominently in international debates about the efficacy of nonpharma-
ceutical interventions (The Royal Society 2023; French et al. 2025; Plank, Senanayake,
and Lyon 2025; NZ Royal Commission 2025).

The New Zealand case is also challenging statistically. Annual death counts (34,300
in 2019) are sufficiently small that disaggregation by age, sex, and month produces cell
counts that are subject to considerable random variation. Moreover, the success of the
country’s COVID policies means that the number of excess deaths is relatively low, and
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the signal we are trying to detect is correspondingly weak. Nothing about our model is,
however, specific to New Zealand. If the model works in New Zealand, it can be expected
to work in any country with high-quality data on deaths and population.

Estimation and forecasting for our model is carried out using the R package bage,
written by two of the authors of this paper. The package implements efficient Bayesian
methods for estimating and forecasting age-specific demographic rates and is available on
the Comprehensive R Archive Network (CRAN). All data and code for the analysis can
be downloaded from the Demographic Research website, or from our GitHub repository.°

The rest of the paper is organized as follows. Section 2 describes the input data.
Section 3 describes the Bayesian hierarchical model, model checking, and the calculation
of excess deaths. Section 4 presents results, including detailed estimates and forecasts
of parameters from the forecasting model, and estimates of excess deaths. The paper
concludes with a brief discussion of the results.

2. Data

Our main data on deaths is a customized tabulation from Statistics New Zealand. The
data consists of death counts for all causes combined, classified by month of occurrence,
by sex and by age, with age groups 0, 1-4, 5-9, - - -, 90-94, 95+ years. The data cover
deaths that occurred during the period from 1 January 1998 to 31 December 2025 and that
were registered by 31 March 2026. This is the longest period for which we can readily
obtain consistent monthly data.

As with all deaths data that it releases to the public, Statistics New Zealand has ran-
domly rounded the death counts to multiples of 3, for confidentiality. If a count is already
amultiple of 3, it is left untouched; if not, it is shifted randomly upwards or downwards to
adjacent multiples of 3. Equation (29) in the Appendix to this paper describes the precise
algorithm used.

In addition to the all-cause mortality data, we also use a small dataset with counts of
deaths attributable to COVID — that is, deaths where COVID-19 was mentioned as a cause
of death, though not necessarily the main cause. The data cover the period from February
2020 to October 2025. They include information on the week of the death, but not the
age or sex of the person dying. They were obtained from the New Zealand Ministry of
Health website (Ministry of Health New Zealand 2026).

Our population data come from the Statistics New Zealand website (Statistics New
Zealand 2026). The data consist of estimates of the usually resident population on 31
March, 30 June, 30 September, and 31 December of each year, with the same age—sex
groups as the all-cause deaths data. We use estimates published on 18 May 2026, which

6 https://github.com/bayesiandemography/monthmort
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incorporate results from the 2023 Census. We fit cubic splines to these estimates, within
each combination of age and sex, using function spline.na in R package zoo (Zeileis
and Grothendieck 2005) to obtain daily population estimates. We add up these daily
estimates for each month and divide by 365.25 to obtain estimates of person-years lived
in each month for January 1998 through December 2025.

Figure 1: Selected data on deaths and exposure in January 2010, January 2015,

and January 2020
2010-Jan 2015-Jan 2020-Jan
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Note: The first column shows death counts; the second column shows exposures (person-years lived); and the third
column shows deaths divided by exposures on the log scale. Our forecasts and excess death estimates begin in
February 2020.

Figure 1 shows representative data for January 2010, January 2015, and January
2020. We use January 2020 because this is the final month in the dataset that we use to
fit our models, and immediately precedes the arrival of COVID in New Zealand. We use
five-year intervals before January 2020 to illustrate the extent to which counts and rates
can change over five-year periods. The first panel shows death counts for each one-month
period. The death counts have the typical pattern for high-income countries: low up to
about age 40; rising steadily until around age 80, reflecting increases in the risk of dying;
and then falling, reflecting decreases in the population at risk. The second panel shows
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exposure, measured in person-years lived. There are noticeable shifts in the age pattern
over each five-year period, with large increases at ages 20-29 and at ages 50 and over
during 2015-2020. The large size of these shifts illustrates the importance of including
information on population in the model. The third panel shows ‘direct’ estimates of
mortality rates, obtained by dividing death counts by exposures on the log scale. The
rates have the typical age profile for mortality: high at age 0, low later in childhood, and
then climbing steadily.

Figure 2: = Monthly death counts for selected age groups, January 1998 to
January 2020 (inclusive)
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Figure 2 shows monthly death counts by sex for age groups 10-14, 60-64, and 95+
years. The effects of random rounding are clearly visible at ages 10-14, but are present
in all three age groups. The intrinsic randomness in deaths is also evident, even at ages
where counts are relatively high.
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3. Methods

3.1 Statistical model

We use a Bayesian hierarchical model to estimate and forecast rates. The structure of
the model is summarized in Figure 3. Confidentialized deaths depend on actual deaths,
which depend on exposures and mortality rates; mortality rates in turn depend on terms
involving age, sex, and time. The prior for each of these terms describes the expected
behavior of the term. Table 1 summarizes the priors for the main terms in the model. The
text provides further details.

Figure 3: Structure of the statistical model

=33:32-

Age sex Age time

Dispersion

Exposure 4> Deaths 4

Confidentialized|
deaths

Notes: Rectangles denote known quantities; ellipses denote unknown quantities; solid arrows denote probabilistic
relationships; and dashed arrows denote deterministic relationships. As described in Section 3.3, the rates and
deaths terms, shown with dotted boundaries, are both marginalized out when the model is estimated.
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Table 1: Summary of priors for main terms

Term Specification Behavior implied by prior

Time Second-order random walk with auto- Smooth trend, with shocks followed by reversion to
regressive error term mean

Age-sex Second-order random walk, with infant Smooth over all age groups except first; female-
indicator male ratio varies smoothly

Age-time Age-specific  second-order random Smooth over time, with age-specific accelerations
walks over time, with age-specific and decelerations, with age-specific seasonal vari-
seasonal effects ation

Sex-time Second-order random walk Female-male ratio smooth over time

Let y,s: denote the true count of deaths in age group a and sex s during month ¢, and
let ™3, denote the count produced by random rounding. We observe y3, and can only
infer y,s:. Our model for the confidentialized and true counts is

Yira ~ RR3(Yast), )

Yast ~ POisson(’Yastwast)a (2)

where RR3 denotes the random rounding algorithm described in Equation (29) in the
Appendix, w,; is exposure, and 7, is the underlying mortality rate.

We model the underlying mortality rate 7,5; as a draw from a Gamma distribution,
with expectation governed by i, and dispersion governed by &,

Yast ~ Gamma(E ™", (Epast) ). 3

Parameter ¢ is equivalent to a “flexibility parameter” in a penalized complexity prior
(Simpson et al. 2017), in that larger values imply a more flexible model with larger de-
partures from expected value p,5:. We assign £ an exponential prior, with rate 1, which
favors small values for .
The posterior mean for 7,4, conditional on y,s¢, Wast, thast, and &, can be written
as
:Y(Lst = )\astM

ast

+ (1 - )\ast),uast (4)

where

,Uastwast

Aast = ————————.
* 5_1 + HastWast

(&)
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The posterior mean is a weighted average of a cell-specific finite-population rate yqst /Wast
and a prior mean p,s;. The prior mean receives more weight as the amount of data
for the cell, represented by expected count fi,5:w,st, falls. The estimate for any given
cell borrows strength, via the prior model, from all cells in the model. The amount of
strength borrowed when estimating the value for a given cell is inversely proportional to
the amount of information available for that cell.

The prior model relates the expected rate to terms reflecting variation across age,
sex, and time,

log ptast = B° + B] + 1S + BT + B3 (©)

Each of these terms is given a prior capturing substantive knowledge about the term.

The prior for the time effect 3/ consists of a second-order random walk o rep-
resenting underlying trends, and a second-order autoregressive residual ] representing
short-term departures from these trends,

Bl =a] +k], t=1,--- T, 7)
of =0, ®)
aj ~N(0,1), ©
a] ~NQ2ay_ 1 —ap9,72), t=3,---,T, (10)
ki ~N(p1h]_q + dar]_o,w), t=3,---,T. 1)

A second-order random walk tends to be linear in the short run, but allows for changes in
slope. Its use is motivated by the fact that the pace of mortality decline in high-income
countries has been highly regular over recent decades (Oeppen and Vaupel 2002; Vaupel,
Villavicencio, and Bergeron-Boucher 2021), but with evidence of a slowdown during the
2010s (Dowd, Polizzi, and Tilstra 2025). Setting aT = 0 in the random walk helps with
indentification.

The use of an AR2 prior for departures from trend is based on an analysis by Gold-
stein and Lee (2024) of cases during the period 1950-2019 where high-income coun-
tries have experienced temporary increases in overall mortality rates. Goldstein and Lee
(2024) find that these episodes tend to be brief (one to two years) and to be followed by
periods where mortality declines faster than average, suggesting reversion to the mean.
AR2 models can capture reversion to the mean, but are also flexible enough to represent
other patterns of errors.

The parameters in the prior for the time effect themselves need priors. Here and
elsewhere in the model we use weakly informative priors that set orders of magnitude
rather than narrowly constraining results (Gelman et al. 2014: 55). We assign the standard
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deviation for innovations in the second-order random walk a half-normal prior, 7 ~
N*(0,1). Values for standard deviation w7 in the AR2 prior are chosen so that each x/
has marginal distribution N(0, ©2-), where 7 ~ NT(0,1). Values for k] and xJ are
generated through the Yule—Walker equations, which is the standard way of generating
initial conditions in an autoregressive process (Prado, Ferreira, and West 2021: 45-46;
Kristensen et al. 2025). We use the prior

oK+ 1

~ Beta(5,5), k=1,2 (12)

for the autoregressive coefficients. This prior restricts the coefficients to values between
—1 and 1, and discourages values that are very close to the boundaries, which helps
prevent numerical problems.

Our prior for the age-sex term 37\ captures the tendency, visible in Figure 1, for
mortality rates to be linear on the log scale over most of the age range, with a spike in the
first age group. We do this by combining a sex-specific second-order random walk with a
sex-specific indicator for the first age group. The second-order walk for the age—sex prior
has the same structure as the second-order walk for the time period (set out in (8)—(10)),
including having its first value set to 0. The prior for the indicator for the first group is
v1 ~ N(0,1). Combining the random walk and indicator, 55 is

N(0, 1), (13)
N(0,1), (14)
(262 $ Tas); (15)
N26% = B o Ths), a=4,-- A (16)

The standard deviation parameter 745 is shared across both sexes, and is given a half-
normal prior 745 ~ N7 (0, 1).
We model the age—time interaction 3717 as the sum of two components,

BAT = AT 4 kT (17)
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The first component, o}/, captures age-specific trends. We assign each age group its

own second-order random walk,

5‘17— : (18)
~ N(0, 1), (19)
AT ~ N(2aa t—1 a:z‘l,z;% T.E\T>7 t= 37 e 7Ta (20)

with 747 ~ N1(0, 1). The prior is highly flexible in that it allows rates of decline to vary
across age groups and over time.

The second term, x;A, captures seasonal effects. Previous studies suggest that sea-
sonal effects can vary by age (Rau and Doblhammer 2003). We could in principle allow
seasonal effects to vary from year to year, but, as discussed in Sections 3.2 and 4.2, the
extra complexity does not appear to be needed in the New Zealand case. For any given
age group a, our model includes 12 distinct seasonal effects, which sum to zero within

any given year:

méZ—NN(O 1), t=1,---,11, 1)
KTy = ZF»W (22)
Ky = nﬁf_lg t=13,---,T. (23)

For identifiability, we also constrain age—time effects to sum to zero within each month,

A

s =0, t=1,---,T. (24)

a=1

The sex—time term ﬁftT captures any tendency for the ratio between female and male
mortality rates to change over time. Our prior for the sex—time term is based, once again,
on second-order random walks,

BT =0, 25)
BS3 ~N(0,1), (26)
5EZNN( ﬂst 1 Bsz—QvTST) t=3,---,T, (27)
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with 757 ~ NT(0, 1), and with constraints

2

S pST =0, t=1,--T. (28)

s=1

The second-order random walk captures the tendency for trends toward higher or lower
female-male ratios to persist over time.
We assign the intercept term, 3°, a standard normal prior 3% ~ N(0, 1).

3.2 Model checking

We subject the model to two sets of replicate data tests (also known as posterior predictive
checks), and a held-back data test. In the replicate data tests, the fitted model is used to
generate multiple synthetic datasets, which are compared with the actual dataset. If the
model is capturing the main features of the data, then the actual dataset should look like it
was drawn from the same joint distribution as the synthetic datasets (Gelman et al. 2014:
Sections 6.3, 6.4).

Our first replicate data test assesses the ability of the model to generate synthetic
monthly death counts that look like actual monthly death counts. We are particularly in-
terested in the ability of the model to reproduce the variability found in the actual data, as
a test of our simplifying assumption that the underlying seasonal effects A7 do not vary
from year to year. We start by randomly selecting draws from the posterior distribution
for the expected rate fi,5¢ and the dispersion parameter £. We use these draws, together
with (3), to generate draws for rates ~y,s;. We use the draws for the rates, together with
exposures Wy and (2), to generate draws for true death counts y,5;. We apply random
rounding to these counts to obtain draws for confidentialized death counts y™3,. We then
sum up across age and sex, and do the same for the actual confidentialized counts.

Our second replicate data test assesses the ability of the model to produce monthly
life expectancies that look like the actual life expectancies. The ability of the model to
produce realistic life expectancies is not a forgone conclusion. Life expectancy is a highly
nonlinear function of age-specific mortality rates (Preston, Heuveline, and Guillot 2001:
chapter 3), and does not appear in the model specification. When producing the life ex-
pectancies, we start with the same sets of age—sex—month-specific confidentialized death
counts that we generated in the first replicate data test. We divide these and the actual
confidentialized counts by exposures to obtain mortality rates. We then apply standard
life table formulas to these rates to obtain monthly period life expectancies by sex.

In the held-back data tests, we assess the model’s ability to forecast total death counts
for aggregate age groups, treating exposure as known. In the first test, we (1) fit the
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model to data for the period from January 1998 to January 2008 inclusive; (2) forecast
deaths over the subsequent five years, applying random rounding; and (3) compare the
forecasted deaths with the actual (randomly rounded) deaths. In subsequent tests, we use
progressively longer fitting periods but the same five-year forecast length. The longest
fitting period is from January 1998 to January 2015.

3.3 Estimation, forecasting, and excess deaths

We fit the model to data from January 1998 to January 2020 (inclusive). Fitting models
to long time series is unusual in COVID excess death modeling: We are not aware of any
large-scale models that use a time series as long as ours. A much more common approach
is to fit data to short periods, such as 2015-2019 or 2017-2019, during which trends
in death counts or rates appear to be roughly linear. The shorter the fitting period, the
greater the risk of endpoint effects, in which estimated trends are influenced by unusual
values at the beginning or end of the fitting period. The use of short, customized fitting
periods also introduces an element of arbitrariness into the calculations. Nepomuceno
et al. (2022) demonstrate that COVID excess death estimates are indeed sensitive to the
choice of fitting period. Our strategy is to fit the model to the longest period possible,
and to use a model that is flexible enough to accurately describe mortality rates over the
whole of this period, including changes in the pace of change for specific age—sex groups
or for the population as a whole.

We fit the model using our own R package bage. The bage package draws on R
package TMB (Kristensen et al. 2016) to estimate predictors 3°, 345, A7, and 357,
plus hyperparameters for these terms, and dispersion parameter £. TMB uses Laplace
approximations, and is extremely fast (Kristensen et al. 2016; Osgood-Zimmerman and
Wakefield 2023). During model fitting, we also marginalize out rates 7,5, and true death
counts y,s¢- This dramatically reduces the dimension of the problem, which further in-
creases computation speeds, and also allows us to draw from the true conditional distri-
butions for these parameters, rather than relying on approximations. We derive values
for v,s¢+ and y,s¢ in a post-processing step. Details are provided at the beginning of the
Appendix. Fitting the model on a 2023 MacBook Pro takes about 100 seconds, yielding
a set of 2,000 draws from the joint posterior distribution of the unknown quantities in the
model.

We forecast expected death counts and estimate excess deaths over the period Febru-
ary 2020 to December 2025 inclusive. Forecasting is done using bage. Internally, bage
forecasts the highest-level time-varying terms (atT, mtT, a;ﬁ?—, and 537—), and then com-
bines the results with estimates for the non-time-varying terms to generate values for
the remaining unknowns. (In the forecasts, seasonal effect /A7 is treated as non-time-
varying, since it does not vary from year to year.) To generate deaths from rates, we use
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the exposures described in Section 2, which we treat as fixed and known. The calculations
are done separately for each of the 2,000 draws from the posterior distribution for the pa-
rameter estimates, which allows uncertainty in the estimates to be propagated through to
the forecasts.

To calculate excess deaths we subtract forecasted deaths from observed deaths,
within each combination of age, sex, and time. The observed deaths are confidentialized,
but the forecasted deaths are not. The calculations are done separately for each draw
from the posterior distribution, which allows uncertainty in the forecasts to be propagated
through to the estimates of excess deaths.

Our analysis of excess deaths includes a comparison with the ‘deaths attributable
to COVID’ series discussed in Section 2. Even if we were measuring excess deaths
perfectly, we would not expect complete agreement between excess deaths and deaths
attributable to COVID, given that excess deaths aim to capture the direct and the indirect
effects of COVID on mortality. The comparison with the deaths attributable series does
nevertheless provide a basic sense check for the excess deaths results, and some hints
about the likely size of any indirect effects.

4. Results

We begin in Sections 4.1 and 4.2 with results that allow us to assess model performance
and reliability. Section 4.1 presents evidence on the model’s ability to adequately repre-
sent mortality trends, and Section 4.2 presents the results of the replicate data and held-
back data tests. Having assessed the model’s reliability, we turn, in Section 4.3, to the
results for excess deaths.

4.1 Model components

Figure 4 shows estimates and forecasts of the time effect and its decomposition into trends
and residuals. There is a slight attenuation of the downward trend during the 2010s.
Transitory deviations from the trend, captured in the residual term, occasionally exceed
0.1 on the log scale, which translates to about 10% on the original scale: In other words,
overall mortality rates briefly rise to 10% above their trend value. The residual term
does not show any systematic departures from zero, suggesting that the trend term is
succeeding in capturing long-term trends. Coefficient estimates for hyperparameters for
the time term, and for other terms in the model, are given in Table A-1 in the Appendix.
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Figure 4: Estimates and forecasts of the time effect ﬂtT and its components, the
linear trend o/ and the residual x;

Effect Trend Residual
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Notes: The dark lines represent point estimates, and the light bands represent 95% credible intervals. The dashed
vertical line marks the start of the forecasts.

Figure 5 presents expected rates by age and sex on the log scale, with seasonal
effects and the residual of the time effect removed. As can be seen in the figure, the pace
of mortality decline varies across age groups and over time. Rates for age 60—64 years, for
instance, fall quickly until about 2012, and then more slowly afterwards. Sex differences
in mortality also vary across age groups and over time, though values for males equal or
exceed values for females at all ages.
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Figure 5: Estimate and forecasts of the age—sex profile for mortality (log scale)
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Estimates of seasonal effects (k717 ) for five selected age groups are shown in Fig-
ure 6. These effects can be large, with a 0.6 difference between peak and trough in the
point estimates for age 10—14 years. The peak for age 10-14 years occurs during Febru-
ary, which is in the Southern Hemisphere summer, and reflects accidental deaths, such
as drowning. The peak for age groups 80—84 and 95+ years occurs during July, which is
the Southern Hemisphere winter, and reflects the effect of respiratory and cardiovascular
diseases (Telfar-Barnard et al. 2024). Deaths for age groups 35-39 and 60-64 years show
minimal seasonality.

Figure 6:  Estimates of seasonal effects x-}” for selected age groups

Age 10-14 Age 35-39 Age 60-64 Age 80-84 Age 95+
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Notes: The dark lines represent point estimates, and the light bands represent 95% credible intervals. Figure A-1
in the Appendix presents results for all age groups.

Figure 7 shows modeled rates 7,5, together with direct estimates yf{gt /Wqst. The
direct estimates are subject to considerable noise from individual-level randomness and
from random rounding. The modeled estimates appear to do a good job of separating sig-
nal and noise, and recovering underlying regularities, such as time trends, sex differences,
and seasonal patterns. The forecasts also appear sensible.
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Figure 7:  Estimates and forecasts of age—sex-specific mortality rates v, ., for
selected age groups
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4.2 Model checking

Results from the replicate data tests are shown in Figures A-4 and A-5 in the Appendix.
Both tests suggest that the model is working well. In the first test, the seasonal profile
calculated from actual data has the same year-to-year variation as the seasonal profile
calculated from the simulated data, confirming that it is not necessary to allow season
effects to vary from year to year to adequately capture seasonal variation. In the second
test, life expectancies calculated from actual data have the same month-to-month vari-
ability, the same seasonal patterns, and the same reduction in the female-male gap as the
life expectancies calculated from simulated data.

Figure 8 shows results from the held-back data tests. The top-left panel shows results
for total deaths, and the remaining panels show results for aggregate age groups. The
interval symbols depict point estimates and 95% prediction intervals from the model,
and the dots depict the actual values. The intervals for later periods are narrower than
the intervals for earlier periods, because the intervals for later periods draw on longer
time series of input data. In a perfectly calibrated model, over a large sample of forecast
periods, 95% of interval symbols would enclose the dots. In Figure 8, 96% of symbols
(54 out of 56) enclose the dots.

The most prominent forecasting errors in Figure 8 are some overpredictions of
deaths at ages 0—49 and underpredictions of deaths at ages 50-59 and 60-69 for later
periods. The model does not anticipate the change in age-specific rates of decline that oc-
curred in the 2010s, where progress in age groups 50-69 suddenly slowed. This change,
which occurred in many high-income countries, caught many analysts by surprise (Case
and Deaton 2015; Dowd, Polizzi, and Tilstra 2025). However, the model has sufficient
flexibility that, by the final test period, the model has incorporated the changes, and the
accuracy of its predictions has improved.
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Results from held-back data tests

Figure 8
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4.3 Excess deaths

Figure 9 shows observed, expected, and excess deaths by month for the total population.
Expected deaths follow a regular pattern. Observed deaths, in contrast, show some strik-
ing departures from trend. The first departure is the disappearance of the winter peak in
2020. This disappearance, which was noted at the time, reflects the tight controls on entry
to New Zealand and on movement within the country, and the consequent reduction in
respiratory infections, including influenza (ESR 2020). The second departure is the sharp
rises in deaths in 2022. This rise came after the arrival of the Omicron variant in New
Zealand in early 2022. The credible intervals for all these estimates are wide, relative to
the absolute number of excess deaths.

Figure 9:  Monthly excess deaths for all age—sex groups combined
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Notes: Excess deaths equal observed deaths minus expected deaths. The dark lines represent point estimates,
and the light bands represent 95% credible intervals.

Table 2 presents annual and cumulative excess deaths. Even after aggregating to
years, considerable uncertainty remains. The results are, however, consistent with the
impression from Figure 9 that excess deaths were low or negative in 2020, close to zero
in 2021, and higher in 2022. The negative excess deaths during the first two years of the
pandemic appear to have offset a substantial proportion of the positive excess deaths in
subsequent years. The table also suggests that excess deaths did not immediately return
to zero following the end of the pandemic in 2023. By 2025, however, New Zealand had
essentially returned to pre-COVID trends.
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Table 2: Estimates of annual and cumulative excess deaths (thousands)
Year Annual (95% Cl) Cumulative (95% Cl)
2020 2.1 (-4.2,-0.1) 2.1 (-4.2,-0.1)
2021 -0.4 (-2.9, 1.9) 26 (-6.3, 1.0)
2022 3.0 (-0.1, 5.6) 0.4 (-5.8, 5.9)
2023 1.9 (-1.8, 5.1) 23 (-7.1,10.4)
2024 0.7 (-3.8, 4.4) 2.9 (-10.3, 14.1)
2025 -0.1 (-5.7, 4.3) 2.9 (-15.0, 17.6)

Figure 10 is identical to the ‘Excess’ panel from Figure 9, but with monthly deaths
attributable to COVID overplotted. The point estimates for excess deaths track COVID
attributable deaths fairly closely after the arrival of the Omicron variant in early 2022.

Figure 10: Monthly excess deaths and deaths attributable to COVID
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Notes: The dark line represents point estimates, and the light band represents 95% credible intervals, for monthly
excess COVID deaths. The heavy orange line, which extends only to October 2025, represents monthly deaths
attributable to COVID.

Figure 11 shows excess deaths broken down by sex and broad age group. Excess
deaths are effectively zero below age 60 throughout the period. The phenomenon of
negative excess deaths in the winter of 2020 is mainly confined to ages 80 and over.
These ages also have the clearest rises in mortality after the arrival of the Omicron variant.

https://www.demographic-research.org 513


https://www.demographic-research.org

Bryant et al.: Estimating COVID-19 excess mortality during and after the pandemic

Excess deaths disaggregated by finer age groups and by sex are shown in Figures A-6 and
A-7 in the Appendix.

Figure 11: Monthly excess deaths by sex and aggregate age group
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5. Discussion

To describe the plausible range for COVID excess deaths, models need to describe the
plausible range for deaths in the absence of COVID. In this paper, we have presented a
Bayesian hierarchical model that builds on existing long-term forecasting models, while
adding extra features needed for excess death modeling. During the estimation process,
we avoid the standard practice in the COVID literature of fitting the model to a short, well-
behaved segment of the available data, and instead fit the model to as much data as we can
find. The application of our model to New Zealand data suggests that the model can detect
complex patterns, even with data that is sparse and confidentialized. Held-back data tests
suggest that, if applied in the early 2010s, our model would not have predicted the abrupt
slowdowns in mortality decline that occurred within some age groups, but would have
quickly adapted to these changes. Replicate data tests and examination of estimates and
forecasts of model components suggest that the model captures the features of the data
that are relevant to calculating excess deaths.

Two particularly important features of the data that are captured by our time effect
are (i) the change in trend that occurred in the mid-2010s, and (ii) the presence of large id-
iosyncratic spikes in mortality that are shared across all age—sex groups. Neither of these
features is adequately represented by time effects in most COVID excess death models,
which typically use a linear trend with no time-specific error term. Ruling out the pos-
sibility of changes in the rate of decline is an acceptable simplification when estimating
excess deaths over one to two years, but become less acceptable as the estimation period
becomes longer. Ruling out the possibility of spikes understates uncertainty, even in the
short term.

The point estimates in Table 2 are broadly consistent with previous estimates
for New Zealand. Our estimate of 2,300 cumulative excess deaths for the period 2020—
2023, for instance, is close to the figure of 2,800 obtained by Plank, Senanayake, and
Lyon (2025, 2026). Our 95% credible intervals are, however, wider than Plank et al.’s
95% confidence intervals, perhaps because the Plank et al. model, like most COVID
models, does not contain a term allowing for idiosyncratic spikes in mortality.

The results from our model suggest that, by 2025, New Zealand had returned to
pre-COVID mortality trends. The wide intervals around excess deaths in 2025 imply that
there is considerable uncertainty about what death counts would have been by 2025 in the
absence of the pandemic. But the results nevertheless suggest that by 2025 deaths were,
if anything, slightly lower than expected.

The model presented in this paper, as implemented in R package bage, could be
used to produce estimates of COVID excess deaths in other countries with high-quality
data on deaths and population. Doing so would provide a more complete picture of the
longer-term impact of the pandemic. The model and software could also be used for
excess death calculations for events other than the COVID pandemic, including natural
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disasters and future pandemics. In addition, the detailed decompositions of age, sex,
and time trends could shed light on other aspects of mortality, including the apparent
reduction in the pace of decline that preceded the pandemic.
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Appendix

Random rounding algorithm

Let y,: be the original, unrounded death count and y'3, the rounded count. Draw U ~
Unif(0, 1). Then the random rounding algorithm is

Yast — 2 if (Ygst mod 3) =2and U < 1/3
Yast — 1 if (yase mod 3) = 1and U < 2/3
Yhot = { Yast if (Yas mod 3) = (29)
Yast + 1 if (yase mod 3)—2andU>1/3
Yast + 2 if (Ygst mod 3) =T and U > 2/3.

Marginalizing out death counts

Our statistical model includes true death counts y,;. However, we observe only rounded
death counts y™3,. We could, in principle, infer the true death counts simultaneously with
other unknowns by treating the true death counts as parameters to be estimated. Instead,
we rewrite the model to marginalize out the true death counts, fit this rewritten model,
and derive the true counts as a post-processing step.

The rewriting of the model takes advantage of the fact |yf{2t Yast| < 2, which
makes it feasible to enumerate all possible values of y,s; given y™s,. When y=3, > 0, we
have

3
yast+2
P(yffgt | VYast, wast) = Z (yggt | yast)p(yast | 'Yast»wast) (30)

Yast =y, —2
3

= 1 x Poisson(ya; — 2 | YastWast) (€2))
+ 2 x Poisson(yls; — 1 | YastWast)
+ 1 x Poisson(y™2, | YastWast)

Y3+ 1| YastWast)

(
( 3

Yast T2 | ’Yastwast)~

+ 2 x Poisson

+ % x Poisson
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When y73, = 0, we have
ygit"‘Q
p(yggt | '7ast7wast) = Z p(yggt | yast)p(yast | 'Vast7wast) (32)

— 13
Yast=Yast

1 x Poisson(0 | YastWast)
+ 2 x Poisson(1 | Yastwast)

+ 5 x Poisson(2 | Yastwast)- (33)

Given a draw from the posterior sample for 7,4, values for y,s; can be generated by
drawing from the distribution with probabilities

p(yg::)t l yast)p(yast ‘ ’Yashwast)
Tt
Zy ¢ _9 p(yggt | yast)p(yast ‘ ’Yastawast)

— 13
Yast=Ya'st

p(yast | yggtvryashwast) = (34)

Marginalizing out mortality rates

The properties of the Poisson, Gamma, and Negative Binomial distributions imply that
(2) and (3) in the main text can be rewritten as

Yast ~ NegBinom (§_17 (1 + Mastwastg)_l) (35)

(Norton, Christen, and Fox 2018), with the v,; integrated out. This is the format we use
internally for estimation. We generate values for -; in a post-processing step, using the
fact that

Yast | Yasts Wast, Past; & ~ Gamma (yast + 571, Wast + (gﬂast)il) . (36)
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Additional figures

Figure A-1: Estimates of seasonal effects for all age groups
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Notes: The results shown here are a more complete version of results shown in Figure 6 in the main text.
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Figure A-2: Estimates and forecasts of age-specific mortality rates for females
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Notes: The results shown here are a more complete version of results shown in Figure 7 in the main text.
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Figure A-3: Estimates and forecasts of age-specific mortality rates for males
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Figure A-4: Replicate data test based on monthly death counts

Original Replicate 1 Replicate 2 Replicate 3

Deaths (000)

1 1 1 1 1 1 1 1
Apr  Jul  Oct Apr  Jul  Oct Apr  Jul  Oct
Month

Notes: The top left panel shows actual monthly death counts, and the remaining panels show simulated death
counts generated by the model. Each line represents one year. If the model is performing well, then the values in
the top left panel should look as if they were drawn from the same joint distribution as the values in the remaining

panels.
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Figure A-5: Replicate data test based on monthly life expectancy
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Notes: The top left panel shows monthly life expectancy at birth calculated from actual death counts, and the

remaining panels show life expectancy calculated from simulated death counts generated by the model.

If the

model is performing well, then the values calculated from the actual data should look as if they were drawn from the
same joint distribution as the values calculated from the simulated data.
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Figure A-6: Monthly excess deaths for females, all age groups
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Note: The results shown here are a disaggregated version of the results shown in Figure 10 in the main text.
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Figure A-7: Monthly excess for males, all age groups
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Note: The results shown here are a disaggregated version of the results shown in Figure 10 in the main text.
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Estimates for hyperparameters

Table A-1 gives posterior medians and 95% credible intervals for parameters from model
priors. The estimates for ¢y and ¢, suggest that the effect of shocks tend to decay fairly
quickly, reflecting the behavior of the large spikes visible in the residual term in Figure 4.
The estimate for the dispersion term is small, suggesting that the model fits the data well
in the sense that rate v, is usually close to its expected value fiq¢.

Table A-1: Estimates for selected hyperparameters

Term Parameter Median 2.5% 97.5%
Time Std dev T 0.0000864 0.0000293 0.000249
Time Coef ¢ 0.683 0.452 0.828
Time Coef ¢» —-0.086 -0.273 0.0988
Time Std dev @ 0.0366 0.0314 0.0428
Age-sex Std dev T as 0.375 0.279 0.506
Age-time Std dev T a1 0.000113 0.0000767 0.000165
Sex-time Std dev s 0.0000491 0.0000164 0.00015
Dispersion Dispersion &, 0.000242 0.0000837 0.000744
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